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Abstract 
This paper describes a novel use of augmented reality for the 
visualisation of virtual objects as part of the move towards 
pervasive computing.  It uses fiducial markers as switches to 
“toggle” the displayed properties of the virtual objects.  Using 
collision detection, fiducial markers are also used to track and 
select nodes within virtual objects. This research uses the 
ARToolkit Version 2.33 and acts as a component within the 
DSTO’s InVision framework. ⋅  
Keywords:  Augmented reality, fiducial markers, pervasive 
computing. 

1 Introduction 
The current trend towards pervasive computing suggests 
future work environments will comprise of a range of 
information displays and interaction devices.  These will 
include notepad computers and PDAs together with 3D 
immersive displays.   This research has been focused on 
the creation of new interaction devices using augmented 
reality (AR). 
AR is the process of using a head mounted display 
(HMD) to overlay computer-generated imagery on the 
physical world.  Figure 1 shows a user wearing an HMD. 
This allows users to visualize three-dimensional graphical 
objects in the physical world and interact with them in a 
natural way.    The computer generated overlay provides 
additional information to the user to enhance the physical 
world.   
AR can be implemented in two different ways. The user 
can wear an optical see-through AR, or they can wear a 
video see-through AR. Both methods combine the user’s 
physical world visual input stream with the graphical 
overlay and displays the resultant image to the user.  The 
difference between the two however is in the method of 
combining the input stream and the graphical overlay.  
Optical see-through AR overlays the virtual images 
directly onto the user’s view of the physical world using a 
half silvered mirror in the HMD.  Video see-through AR 

                                                 
⋅Copyright © 2001, Australian Computer Society, Inc.  
This paper appeared at the Third Australasian User 
Interfaces Conference (AUIC2002), Melbourne, 
Australia. Conferences in Research and Practice in 
Information Technology, Vol. 7. John Grundy and Paul 
Calder, Eds. Reproduction for academic, not-for profit 
purposes  permitted provided this text is included. 

digitally combines the virtual images with a video of the 
physical world.   
Both display techniques have an associated delay 
between triggering and displaying the graphical overlay.  
However, the whole environment (both the physical 
world as seen through the HMD and the graphical 
overlay) exhibits the same delays in the video see-through 
method. The graphical objects are correctly registered 
with the physical world, but the visual stimulus of 
viewing the physical world is temporally delayed from 
the physical movement of the user. Because there is no 
delay in displaying the physical world using the optical 
see-through, the graphical overlay may be incorrectly 
registered. 
We have developed an AR application Augmented 
Reality Visualization (ARVIS) that allows users to view 
and interact with three-dimensional models for 
information visualisation.  A key AR technology  
incorporated in the ARVIS is the University of 
Washington Human Interface Technology Lab’s 
ARToolkit Version 2.33 (Kato and Billinghurst, 1999).  
The ARToolkit is a C programming language software 
library that presents programmers with common functions 
required to develop AR applications.  Support is provided 
for the Linux, Windows, and IRIX platforms.  The 
software supports the use of both video see-through and 
optical see-through AR.  The ARToolkit supports 
tangible user interaction with fiducial markers that act as 
reference points to align the physical and virtual worlds. 
The fiducial markers are tracked, tangible objects on 

 
Figure 1: Video see-through head mounted display 



which virtual environments can be attached.  We regard 
fiducial markers as a natural interaction tool and have 
extended their use to provide new interaction techniques 
in AR. 
As well as running as a standalone application, ARVIS 
has been designed to work as a component of the DSTO’s 
information visualisation environment, InVision.  
InVision is a research initiative through which the 
Information Technology Division of the Defence Science 
and Technology Organisation (DSTO) is conducting 
research into tools and techniques for the rapid assembly 
and deployment of information visualisation solutions.  
InVision uses an infrastructure framework with pluggable 
components to deploy a wide range of visualisation 
solutions.  A key goal of InVision is to facilitate the 
integration and coordination of a wide variety of disparate 
information visualisation view types through the research, 
design and prototype development of an open, 
component-based software architecture hosted on the 
Java 2 platform. 
We regard selection and manipulation of objects as one of 
the fundamental interactions that can take place within 
virtual environments.  Many different methods of first 
person perspective interactions have been suggested, but 
these can be broken into two categories; ray-casting and 
arm-extension.  Ray casting involves extending a virtual 
ray from the user’s hand.  Arm extension involves 
growing the virtual representation of the user’s arms, 
allowing them to reach objects at large distances. This 
research by in large has investigated solutions where 
objects are large and out of reach.  In our case, all objects 
are attached to fiducial markers so if a virtual object is 
out of arms reach, the marker can be rotated or translated 
which in turn rotates or translates the virtual object. 
Some techniques that work with objects that are out of 
arms reach may not work with objects close at hand, but 
some of the techniques may be employed with minimal 
changes. 
In this paper we first present related work and provide an 
overview of our system.  The next four sections define 
and detail the use of fiducial markers in the ARVIS 
system.  In particular they describe the use of fiducial 
markers to change the attributes of virtual objects, to 
select nodes within the virtual objects, and to move the 
selected nodes to new positions.  Next, we describe future 
implementations of the ARVIS program.  And finally we 
offer some concluding remarks and acknowledgements. 

2 Related Work 
Most comparable research has been performed using 
immersive virtual reality with objects that are out of arms 
reach.  We are concerned primarily with mixed reality 
and for fine selection of objects that are all within arms 
reach. 
As noted by Poupyrev et al (1998) mixed reality 
interaction techniques can be separated into two 
categories, exocentric and egocentric metaphors.  
Exocentric interaction occurs when the user interacts with 
the scene from outside the Virtual Environment (VE).  
Egocentric interaction occurs when the use is imbedded 
in the VE.  This paper is only concerned with egocentric 

interaction techniques. There are two categories of 
egocentric interaction: arm-extension and ray casting 
Poupyrev (1998).   
Poupyrev’s (1998) Go-Go technique is an example of a 
virtual hand or an arm extension technique for selecting 
and manipulating objects.  The Go-Go technique allows 
the user to select objects that were previously out of reach 
by growing the virtual representations of the user’s arms.  
When the user has their hands within two thirds of their 
arm length, the interaction is considered to be between 
the user and the nearby objects.  However, if the user 
extends their arms beyond this region, the virtual 
representation of the arm extends in the direction that the 
users arm is pointing. 
The Magic Pen uses ray-casting techniques for selection 
and manipulation of virtual objects (Regenbrecht, 
Baratoff, Poupyrev, Billinghurst, 2001).  Camera-based 
tracking is performed using the ARToolkit.  Two or more 
light emitting diodes (LEDs) are mounted on a real pen 
barrel.  A camera is used to track the position of the pen, 
using the LEDs as position markers.  Direct manipulation 
can be performed with the end of the pen, or a virtual ray 
can be cast in the direction that the pen is pointing.  This 
provides a cable-less interaction device for both AR and 
VR environments. 
Bowman (1997) describes the flashlight technique.  This 
technique makes use of a virtual light cone that is 
positioned in the direction that the user’s hand is facing.  
This technique is useful for selecting groups of objects at 
large distances, but becomes complicated with small 
objects at large distances. 
Zhai’s Silk Cursor (1994) is a related interaction 
technique.  Instead of having a two dimensional cursor 
for selecting objects, Zhai proposes a three-dimensional 
semi-transparent volume.  The volume is semi-
transparent to give clues of occlusion and depth 
perception in target acquisition. 
Wloka (1995) suggests the use of a “virtual tricorder” 
type device that can perform multiple tasks using the one 
instrument.  A physical instrument that has a tracking 
device attached to it controls the virtual representation of 
the device.  The user can load different tasks onto the 
device and select the appropriate action by pressing a 
button that is associated with the task. 
Unlike most projects, instead of concentrating on one 
mode of interaction we are looking at several different 
modes and choosing the one that is the most efficient and 
natural for the user.  This aims to provide seamless 
interaction between the conventional workstation and 
AR. 
Like the Virtual Tricorder (Wloka, 1995), we are using 
one device as the main interaction tool with our virtual 
objects.  The function that the tool provides depends on 
the button that is being pressed at the time of its use.  
Selection of the objects is undertaken using a type of ray-
casting from the pointing device. 

3 Overview of Experimental System 
This section provides an overview of the resultant system 
of this project which allows AR information visualisation 
views to be deployed using InVision.  This was achieved 



by integrating the ARVIS component into the InVision 
component-based framework. 
Figure 2 shows a high level overview of the InVision / 
ARVIS architecture.  As depicted in the diagram, the 
ARVIS and InVision components communicate through 
the ARVIS connector.  This is a JavaBean front end to the 
ARVIS component.  The dark line between the ARVIS 
connector and the ARVIS component represents the JNI 
Interface.  This is needed to allow the C-based ARVIS 
component and the Java-based ARVIS connector to 
communicate with each other.  These two components, 
along with an overview of the hardware and software 
used in the project are discussed separately. 

 
Figure 2: High Level InVision  / ARVIS Framework 

3.1 Hardware / Software Overview 
Users of ARVIS wear a pair of I-Glasses with 640x480 
resolution display.  Both video and optical see-through 
methods are supported by ARVIS, but it is predominantly 
operates using video see-through. 
The current system uses a Dell Inspiron 8000 Laptop.  It 
has an Nvidia GeForce 2 Go 3D Video card, Pentium III 
1000X CPU, 256 Megabytes of RAM and a 20-Gigabyte 
hard disk. The operating system used is Red Hat 7.1.  All 
code is written in C, C++ and VRML. 
The central 3D pointing device is a fiducial marker  
attached to the end of a three-buttoned USB off-table 
track mouse. The buttons of the track mouse are used for 
traditional mouse “clicking”, and the track ball has been 
removed to stop the user from accidentally moving the 
2D mouse cursor.   

3.2 ARVIS Component 
ARVIS is implemented using the ARToolkit Version 2.33 
(Kato and Billinghurst, 1999).  It provides the user with 
mechanisms for direct manipulation and command input 
of virtual objects.  The users can display three-
dimensional models on placeholders, and also interact 
with them.  This interaction allows the user to both select 
and manipulate parts of the models, and to change their 
attributes.  When parts of models are selected, the user is 
also able to map a translation onto the selected 
components.  The user can move the component by 
holding the left mouse button and moving the pointer.  
Once the component is in its desired location, the left 

mouse button is released. All virtual environments are 
created using VRML models. 
   
The ARToolkit provides all pattern recognition used in 
ARVIS.  The ARToolkit also provides a VRML parser to 
translate VRML files into a scene graph.  Tools are also 
provided by ARToolkit to parse the scene graph and 
translate all VRML statements into OpenGL commands.  
ARVIS was based on the simpleTest program included as 
an example in the ARToolkit software package.  This 
program was changed to allow dynamic loading of 
VRML files.  A parser was added to translate meta-
language model specifications into VRML.  When this 
translation process occurs, all combinations of toggle 
switches are calculated and a VRML file correlating to 
each toggle combination is created.  When the VRML 
model is loaded onto the marker, a linked list is created 
showing the position and size of each component of the 
model.  This linked list is then parsed later to determine 
when a collision occurs between the pointer and the 
components of the models.  An action listener is added to 
the component to detect mouse clicks.  When the mouse 
button is first pressed a flag is set to show that collision 
detection should be performed.  When the mouse button 
is first released, the flag is set back to its original position 
to show that the user has finished moving the object.  If 
the flag is set to true and the distance between the end of 
the pointer and the component of the model is below a 
certain threshold, the component of the model is 
transferred into the pointer model.  When the flag is set to 
false, the component that is being translated is transferred 
back into its original file at its current location. 
 

3.3 InVision Component 
InVision was extended with the ARVIS components to 
allow users to display all traditional information 
visualisation views through an AR tangible interface.   

 
Figure 3: Example InVision Workspace 

The AR information visualisation view capability was 
added as a component into the InVision framework.  
Figure 3 shows an example where a VRML information 
visualisation view has been selected from an InVision 
workspace for display as an active information 
visualisation view on the workstation screen.  Right 
clicking on the active information visualisation view tag 



allows the user to also display this information 
visualisation view in AR mode relative to a particular 
fiducial marker pattern.  Figure 3 also shows the resulting 
information visualisation view as seen through the AR 
glasses.  The user can then inspect the model by rotating 
it, changing the azimuth etc.  This is particularly useful 
for three-dimensional models.  By rotating the marker, 
the user can examine the model from all viewpoints.  By 
bringing the marker closer or further from the user, their 
viewpoint can be zoomed in or out.   This provides an 
interaction that can be closely mapped to the natural 
interactions between humans and the objects that they 
want to analyse. 

4 Use of Fiducial Markers 
A fiducial marker is simply a pattern that a program is 
trained to recognise, and ARVIS uses the ARToolkit 
pattern matching and tracking technology.  Before the 
marker can be used, ARVIS must use the ARToolkit 
training software to recognize the unique pattern that 
makes up the marker.  ARVIS creates a template of the 
pattern that details its actual size and black and white 
pixel content. This is used later to detect the presence of 
markers in the scene.  When ARVIS is running, the 
ARToolkit template matching is performed to determine 
if any markers are present.  
When the program detects a marker, the actual position is 
calculated using the data stored in the templates and the 
size of the marker from the input stream.  This is then 
used to scale the graphical overlay so it appears to be 
attached to the marker.   
The pattern displayed on the fiducial marker can be in 
any colour.  Because of the thresholding performed on the 
image, black and white patterns have been found to work 
sufficiently.  It has been found that patterns that are 
simple and asymmetric work most efficiently.  The 
patterns can be printed onto paper and then glued onto 
cardboard to make them more durable.   
It was found that laser printed markers do not work 
effectively under all lighting conditions.  Most fiducial 
markers were therefore created using black felt with the 
white of the pattern glued on top 
Figure 4 shows a fiducial marker with the three stages of 
computation.  The lower left picture shows the digital 
video input to the program.  A fiducial marker is clearly 
visible in this shot.  The lower right picture shows the 
thresholded version of the input.  Pattern matching is 
performed on all quadrilateral regions in this stream.  
When a match is found, a square is drawn around the 
region to designate it as a marker.  The top picture shows 
the output shot from the program.  The VRML model is 
positioned to lie with its centre at the centre of the 
pattern. 

 
Figure 4: Virtual overlay of object on marker, input video 
and thresholding video 

5 Switching Attributes using Fiducial Markers 
Many different techniques were considered for the task of 
switching the attributes of the virtual objects on and off.  
Three different techniques that were investigated will be 
discussed.  While informally testing the different control 
mechanism, the same virtual object and the same fiducial 
markers were used so any difference in ease of operation 
could be attributed to the technique as opposed to the 
programs ability to recognize the fiducial markers or the 
characteristics of the virtual object. 

5.1 Array of Markers 
Firstly the fiducial markers were simply arranged on a 
surface.  To change one of the attributes of the virtual 
object the associated fiducial marker was covered so it 
was no longer recognized by ARVIS, see Figure 5.  To 
turn the attribute back, another marker associated with the 
opposite of the task that was performed first was covered 
so it could no longer be recognized by ARVIS. 
This method was easy to use, but it was found to have 
some rudimentary flaws associated with it.  Primarily, all 
markers must be in the field of view at all times.  If any 
cannot be seen ARVIS assumed they were being selected 
as tasks to perform.  This became confusing if two 
opposite tasks were waiting to be performed at the same 
time.   



 
Figure 5 Array of markers 

5.2 Menu System 
Next the fiducial markers were used as a menuing system.  
Five small markers were created to represent five menu 
options.  Each layer of the menuing system had a limit of 
five options.  To select one of the options, the card would 
be flipped over, see Figure 6.  The virtual representations 
of the cards would then change to show the next layer of 
the menuing system. 
The second method was very restrictive on the design of 
the menu system.  It was also very cumbersome to reach 
tasks in the lower layers of the menu hierarchy, and 
because of the limited number of tasks to choose from, 
the technique seemed very heavy-handed. 

 
Figure 6 Marker menu system 

5.3 Toggle Switches 
Finally the fiducial markers were used as toggle switches.  
This technique can be seen to stem from the first 
technique that was examined.  The fiducial markers had a 
pattern on each side of the card.  The two patterns were 
associated with tasks that would provide opposite 
functions.   For example, Figure 7 shows a card that 
connects the nodes of a directed graph together when the 
first side is shown, and disconnects the nodes when it is 
flipped over.  The system remembers the state that each 
option is in.  ARVIS continually checks to see if any 

cards are present in the field of view.  If any changes 
have been made it generates the appropriate VRML 
model and displays this as the virtual object. 
The toggle switch system was chosen because of its ease 
of use.  Out of the three methods described in this section 
it was found to be the most easy and self-explanatory to 
use.  Turning the cards over, in effect toggling the 
behaviour exhibited by the virtual models seemed very 
natural.  Also, because there are half as many fiducial 
markers, the system seemed less cumbersome than the 
first method. 
 

6 Selection in 3D AR Views 
Selection of objects was considered to be one of the most 
fundamental interactions, and therefore deserving of the 
most attention. Since many other interactions have 
behaviour that builds on selection of individual or groups 
of objects, more extensive research into this topic was 
deemed to be the most appropriate. 
Several techniques were considered for selection of 
components of virtual objects.  These will now be 
discussed along with tradeoffs related to each method.  
This will be followed with an overview of the mechanism 
created to detect collisions between the pointer and the 
virtual objects. 

 
Figure 7: Use of fiducial markers as toggle switches 

 

6.1 Fiducial Marker Pointer 
The first technique considered is the use of a single 
fiducial marker.  When this marker is displayed a virtual 
pointer was extended from the centre of the pointer.  This 
technique was considered simple and effective.    
Figure 8 shows the fiducial marker pointer being 
recognised by ARVIS.  On closer examination it was 
found that this method was insufficient.  The primary 
disadvantage of this method is that it does not provide the 



users with a mechanism for selecting which nodes to 
interact with.   

 
Figure 8: Fiducial Marker Pointer 

Covering the fiducial marker so it could no longer be 
recognised was first considered as the method for 
selecting / dropping nodes from the selector.  This 
method was discarded when it was discovered that 
objects could be selected and rejected accidentally when 
parts of the marker are occluded from the camera.  

6.2 Magic Pen 
The next method considered is the use of a device similar 
to the Magic Pen that was created by Regenbrecht, 
Baratoff, Poupyrev and Billinghurst (2001).  The Magic 
Pen uses light emitting diodes and camera tracking to 
calculate its position in the virtual environment.   
This method was considered but it was discarded for two 
main reasons.  The first reason it was rejected is so a 
uniform method of interaction could be provided to the 
user.  It was considered that a uniform method of 
interaction would be more intuitive and more 
straightforward for a novice user.  Secondly it was 
discarded because it was considered an active device, as 
the Magic Pen uses batteries to power the light emitting 
diodes.  If active and inactive devices were to be used, a 
simpler mechanism would be to attach buttons to the 
fiducial markers. 

6.3 Central Pointing Device 
The last method considered can be seen as a combination 
of an extension of the first method and a modification of 
the Virtual Tricorder (Wloka and Greenfield, 1995).  The 
central pointing device was designed to resemble the 
Virtual Tricorder specified by Wloka et al.  This 
technique describes the use of a single interaction tool 
that can perform multiple tasks. The user selects the task 
to be performed by activating one of the buttons on the 
tool.  Later, when the central pointing device is 
recognised by the component, a virtual object 
representing the task is displayed.  Our central pointing 
device is a three-buttoned USB off-table track mouse.  
The track ball has been removed to stop the user from 
accidentally moving the mouse cursor.  As yet, our 
implementation only provides the user with one task to 

choose.  As our central pointing device has three buttons, 
this could be easily extended at a later date.   
The primary variance between our implementation and 
that specified by Wloka et al. is in the tracking 
mechanism.  Wloka et al. attach their Virtual Tricorder to 
a mechanical boom.  Precise tracking can be performed 
using the mechanical arms of the boom.  Because the 
boom is created using physical objects, the position of the 
virtual tricorder (and therefore the user) can be easily 
calculated.  Our implementation uses fiducial markers to 
ascertain the position of the central pointing device.  
Refer to Figure 9 for a graphical representation of the 
process. 
Figure 9 shows an object being selected using the 
pointing device.  The lower left picture shows the input to 
the program.  Two fiducial markers are clearly visible in 
this shot, one corresponding to the pointing device and 
the other to the centre pattern.  The lower right picture 
shows the thresholded version of the input.  Squares are 
drawn around both sections of the image that have been 
recognized as patterns.   

 

The top picture shows the output from the program. This 
method was considered effective not only because of its 
simplicity and ease of use, but also because it provides 
solutions for all the problems faced by the other two 
techniques.  It solves the problem of inconsistent 
selection of objects by providing buttons for the user.  
Selection of nodes can only happen if the following two 
events occur simultaneously.  Firstly the user must press 
and hold the button that activates collision detection.  
Secondly, a collision must occur between the pointer 
object and another object.  When these two events occur, 
the node that is currently selected is attached to the end of 
the pointing device.  When the button is released, the 
node is then reattached to the central model at its new 
location. 

 
Figure 9: Central Pointing Device 



6.4 Collision Detection 
A basic collision detection method was designed and 
implemented early in this project.  This mechanism 
allowed detection of collisions between markers.  This 
method was extended to allow collision detection 
between nodes. When VRML models are created, extra 
information is added to the files in the form of World Info 
Nodes.  These nodes allow users to store user-defined 
information and associate it with each shape.  This project 
uses World Info nodes to store the x, y, and z position and 
size of each component of the virtual environment.  When 
the VRML models are loaded onto the fiducial markers, 
the VRML files are parsed and World Info nodes are 
sought.  When one is found, the information contained in 
the node is parsed and stored in a linked list associated 
with the marker.  This provides the user with a linked list 
of all components and their positions in the virtual 
environment.  These positions are stored with respect to 
the marker coordinate system. 
For a collision to occur, both the central pointing device 
and another marker must be in the user’s field of view at 
the same time.  When this event occurs, the position of 
each of the components of the virtual environment is 
calculated with respect to the camera’s coordinate system.  
These values are compared to the position of the pointer 
with respect to the camera’s coordinate system.  A 
collision is defined to occur if the distance between the 
end of the pointer and one of the components of the 
virtual environment is less than 5 centimetres. Further 
investigations are ongoing to reduce collision region. 

7 Moving Objects in 3D AR Views 
The technique used to move objects can be seen to extend 
the selection technique.  Once an object has been selected 
a method must be provided to dynamically update the 
position of the object until the user signals that its new 
position has been found.  We decided that the most 
efficient way to dynamically update the position of the 
object is to move the object definition from the display 
fiducial marker’s VRML file to the central pointing 
object’s VRML file.  This treats the selected object as 
part of the pointer so any changes to the position of the 
pointer will be reflected in the object. 
The central pointing device provides the user with three 
buttons.  The left button has been designated as the 
moving button.  Instead of performing collision detection 
on each frame, it is only performed when the user holds 
down the left button on the central pointing device.  Two 
reasons exist for this restriction.  Firstly, only performing 
collision detection on mouse events decreases the 
processing cost associated with each frame.  The collision 
detection method is not very expensive, but if performed 
every frame it would have a negative effect on the 
performance of ARVIS.  And secondly, using mouse 
events limits the number of accidental selections / 
modifications of nodes.   
Figure 10 shows a sphere being selected by the user.  At 
the time that this image is taken, the user has selected the 
sphere and is in the process of moving it to a new 
location.  The selected sphere is therefore an element of 

the central pointing object’s VRML file as opposed to the 
display fiducial marker’s VRML file. 
Two different methods were considered for the task of 
manipulating the object files.  These will now be 
discussed and reasons for their acceptance / rejection will 
be given. 
The first technique involved manipulation of the VRML 
models.  When a collision is detected the displayed 
VRML model file is parsed.  When a World Info node is 
found in the VRML file, the next line is found and 
compared to the values taken from the linked list.  If the 
node has the same position as the position stored in the 
linked list, a match is said to occur.  This event signals 
that the next geometry definition in the file is the node 
with which a collision had occurred.  The lines 
corresponding to the geometry definition are then 
removed from the file and copied into the pointer VRML 
model file.  When the user releases the left mouse button, 
a flag is set and the new component in the pointer VRML 
model file is moved back into the model file in its new 
location. 
The second technique is similar to this technique, but 
instead of manipulating the VRML files, changes are 
made to the meta-language description of the virtual 
environment.  Components of virtual environments are 
found by parsing the meta-language specifications until 
the desired line is found.  This method was found to be 
less messy than manipulating the VRML files.  Instead of 
searching for and removing multiple lines, only one line 
is changed on each selection.  When the correct line is 
found in the model meta-language specification, the line 
is copied into the central pointer specification file.  The 
position of the component is translated so it lies at the end 
of the virtual pointer.  When the user releases the mouse 
button, a flag is set and the first line of the pointer 
specification file is removed and copied to the model 
specification file.  The new position of the component is 
found by translating the position of the node from the 
pointers coordinate system into the markers coordinate 
system.  Figure 10 shows this technique being used.   
 

 
Figure 10: Translation of Virtual Object Component  
 
 



The second method was chosen for several reasons.  
Firstly, this method was considered more direct than the 
previously suggested method.  Instead of moving multiple 
lines between the files, only one line needed to be altered.  
Finding the end of the node creation statement proved to 
be more difficult than initially recognised.  And secondly, 
the second method can be extended more easily for later 
interactions than the first.  Once the node is selected, 
changes could easily be made to its displayed attributes 
using a similar technique to what is used to change the 
whole virtual environment’s displayed attributes.  
However, before this can be performed the VRML 
loading technique will need to be changed from static to 
dynamic loading of files. 

 

8 Future Work 
There are a number of different ways that we are 
interested in extending this program.  Already it works 
alongside DSTO’s visualisation environment but the role 
that it plays in this system could be extended with the 
addition of new interaction techniques.  ARVIS could 
also be extended to work in a collaborative environment 
with the use of data walls and caves. 
Other interaction mechanisms such as creation and 
deletion of overlays and specifications could also be 
developed.   
Experimentation could be performed into mixed modal 
interaction between traditional workstations and AR. 

9 Conclusion 
The AR technology detailed in this paper aligns well with 
the concept of pervasive computing which aims to 
“unleash” the user from the computer and provide a rich 
integrated ambient environment.   
We have described a novel approach to interacting with 
AR.  We developed a software system that supports 
interaction with virtual objects using fiducial markers as 
the tracking device.  Three different interaction 
techniques have been suggested in this paper, all of which 
extend the use of fiducial markers in AR. 
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