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Abstract 
Speech recognition technology can help transcribe 
discussions, interviews, meetings, and conversations.  

This paper describes a concept demonstrator of an 
automatic speech-to-text transcriber that uses speech 
recognition. It is defined in terms of motivation for the 
product, how users operate it, and its similarities and 
differences with other work being carried out in other 
research and commercial bodies. 
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1 Introduction 
Speech recognition is among a myriad of tools that can be 
used to create a computer system that is pervasively and 
unobtrusively embedded in a human environment. This 
paper describes a concept demonstrator called ‘Automatic 
Transcriber of Meetings’ (AuTM) that uses speech 
recognition. The main aim of the AuTM prototype is to 
demonstrate the creation and retrieval of transcriptions 
that are associated with collaborative efforts such as 
meetings and interviews. Landay et al (1999) claims that 
as a variety of low cost note taking devices becomes 
pervasive, shared notes can help work groups 
communicate ideas and information.  

Outline 
This paper starts with AuTM system overview, focusing 
on the core functions that have currently been developed. 
Section 3 describes work carried out by other research 
organisations, followed by Section 4 that outlines relevant 
commercial product development. 

2 AuTM Overview 
The overall goal of the AuTM project is to develop a 
concept demonstrator of a system that automatically 
transcribes the speech of collaborative events such as 
meetings or interviews. 

It uses a commercial off-the-shelf (COTS) speech 
recogniser known as Dragon NaturallySpeaking (NS) to 
convert the speech to text.  NS is a Microsoft Windows-
based, large vocabulary, speaker-dependent, continuous 
speech recogniser. 

As NS is speaker-dependent; users are required to spend 
time training it to their voices before they can use it. This 
also means that NS is, in its default state, unsuitable for 
transcription where there are multiple speakers. To 
overcome this problem, AuTM requires that each speaker 
have a separate instantiation of NS. The utterances of 
separately running copies of NS are collated and co-
ordinated over TCP/IP connections, using server and 
client programs. 

The AuTM system allows live development of the 
transcription to be visible to each speaker in a meeting. 
The server and client programs also provide extra 
functions, which allow producing a ‘minutes’-style 
transcript of a meeting. The meeting facilitator, through 
using the server program, performs the following 
functions: using the agenda and annotating transcripts 
with highlights such as action items and motion details, 
and summarising the meeting. 

AuTM makes audio recordings of the speaker’s speech 
using head-worn noise-cancelling microphones. This 
enables correction of recognition errors by revision of the 
text transcript session, by matching the text with the 
corresponding audio. 

Once the transcript has been corrected, it can be saved as 
a HTML or Microsoft Word document.  This transcript 
includes the text of each utterance, the name of the 
speaker who spoke it and timestamps indicating when 
they started and finished speaking it. The purpose of the 
time stamped utterances is to accurately record who said 
what and when in a meeting transcript. It is possible to 
keep the audio files on a web server, with the transcript, 
so that they can also be downloaded and played. 

3 Other Research Activities 
The research work that relates to AuTM lies in three main 
areas: computerised meeting room systems, multimedia 
meeting capture tools, and personal note taking 
applications. 

3.1 Computerised Meeting Room Systems 
Previous work outlined by Zschorn et al (2002) has 
indicated there are at least three projects related to AuTM, 
which are also very similar to each other. These are being 
conducted at: 

• BBN Technologies (Colbath et al, 1998), 



• International Computer Science Institute (ICSI) 
Berkeley University (Janin 2001, Morgan et al 2001), 
and 

• Interactive Systems Laboratory (ISL) Carnegie 
Mellon (Waibel et al 1998, 2001; Yu et al 1998, 
1999 and 2000; Gross et al 2000). 

While these projects are all very similar to each other in 
their approach, they differ significantly from AuTM’s 
approach. 

Each project uses speaker-independent speech 
recognisers that were initially developed for slightly 
different purposes and then adapted and optimised for the 
meeting case, to recognise the speech of all speakers. 
This is the most significant difference between these 
projects and AuTM, which uses multiple instances of a 
COTS speaker-dependent speech recogniser. The BBN, 
ICSI, and ISL projects take the approach of developing 
and optimising their own speaker-independent speech 
recogniser to capture utterances from all speakers. While 
this approach means they have far more control over the 
speech recogniser, these speech recognition systems are 
less powerful than NS. For instance, NS version six has a 
vocabulary of approximately 250,000 words (Scansoft 
2002), while the speech recognisers used in the other 
projects have between 30,000 and 45,000 words (Yu et al 
2000, Colbath et al 1998). This makes Out-of-Vocabulary 
(OOV) errors a major problem for the other projects. To 
help solve the OOV problem the ISL project (Yu et al 
2000) uses the Web to obtain extra vocabulary for the 
speech recogniser. It would be of benefit to make each 
user responsible for vocabulary maintenance within the 
AuTM system. 

The BBN technologies (Colbath et al, 1998) and ISL 
(Waibel et al, 1998) projects have a strong emphasis on 
meeting browsers. These are applications used to navigate 
text, audio and video records of a meeting.  The BBN 
meeting browser is particularly advanced, with time-
aligned automatic topic classification, and a search 
function. In contrast, AuTM produces simple HTML 
transcripts. The automated approach of the BBN and ISL 
systems contrasts with that of AuTM, which leaves the 
summarising to the moderator of the meeting. We assume 
that AuTM’s approach is more accurate, but at the 
expense of operator time. 

Waibel et al (2001) mentions using the ISL system with 
speakers in remote locations. This is clearly where AuTM 
is heading in the near future, and a task to which it is 
particularly suited. Although it is not stated explicitly, the 
other three projects centre around a ‘special’ meeting 
room, which is perhaps wired with microphones and 
computers. In contrast AuTM has a more mobile, 
distributable nature. 

Like AuTM, the ICSI project (Morgan et al 2001) uses 
head-worn microphones, although they also make 
recordings on lapel and desk microphones in the hope of 
introducing that less obtrusive technology in the future. 
ISL’s system uses lapel microphones only (Yu et al 
2000). 

Two problems brought about by using lapel or desk 
microphones and one speaker-dependent speech 
recogniser are, firstly, detecting a speaker-change, and 
then correctly identifying the new speaker. That is, 
because the speaker’s speech is picked up by more than 
one audio channel, it is necessary to separate audio 
channels. These issues do not arise when using head-
worn noise-cancelling microphones, as is the case with 
AuTM. 

Another related research project is the MeetingManager 
work at Massachusetts Institute of Technology (MIT) (Oh 
et al 2001). It is part of their e21 and Oxygen projects. 
This project is focused on aiding the facilitator work and 
compiling summaries of meetings. The work centres on 
recording short movie clips of important sections of a 
meeting, rather than using a speech recogniser to put the 
discussion into text. The facilitator is responsible for 
identifying which parts of the discussion need to be 
recorded, and they can label and annotate those movie 
clips with text information using various methods, 
including speech recognition. The facilitator is 
responsible for formulating detailed agenda information. 
At the conclusion of the meeting this information is 
included with the movie clips into a database, which is 
capable of being queried by Structured Query Language 
(SQL). So, like AuTM, the MIT project is reliant on a 
human moderator to input intelligent highlighting and 
summaries of the discussion.  

The National Institute of Standards and Technology 
(NIST) in the United States is currently working on an 
Automatic Meeting Transcription system, which is 
looking at providing development and infrastructure for 
speech transcription in meetings. The infrastructure 
includes rich transcription, and a corpus of audio and 
video from meetings collected at NIST, using a variety of 
microphones and video cameras (NIST 2002). The goals 
of this project are very similar to the AuTM system, 
although the work is still in its initial stages. In particular, 
AuTM will benefit from the research and development of 
content processing technologies, such as text extraction 
and summarisation. The outcomes of this work could 
influence AuTM’s future directions. 

Much work has been done on Electronic Meeting 
Systems (EMS) (Nunamaker et al 1991). These systems 
typically consist of 10-20 personal computers linked 
together in special meeting rooms running custom 
software. The user interface for the meeting tools is based 
on text/keyboard input. The software often organises 
meetings by dividing proceedings into three phases: idea 
generation (brainstorming), organisation (grouping), and 
prioritisation (voting). The meeting software needs to be 
configured before the meeting starts. After the 
configuration is completed, participants are required to 
follow a predefined procedure and organisation of the 
group process. This allows less room for informal 
interactions and ways of capturing these interactions. No 
connection to a publicly available interactive workspace 
or display is supported. 

EMS has been shown to improve the quality of group 
decisions and the time needed to reach agreements 
(Nunamaker et al 1991). However, the hardware needed 



to run these systems makes them prohibitively expensive 
and impractical to use in many settings. Furthermore, 
these systems may force the focus of meetings to 
document creation, redirect some of the group’s attention 
to complex computer interfaces, or require participants to 
type during meetings, which can be disruptive (Landay et 
al 1999). AuTM was specifically designed without relying 
on custom hardware. That is, the system uses off-the-
shelf automatic speech recognisers (ASR) and normal 
PCs or laptops. Systems such as EMS are better suited for 
certain types of structured meetings, such as those 
focused on decision-making or idea generation. In 
contrast AuTM imposes less meeting structure and 
supports a wide variety of meeting styles. 

Xerox PARC has a long tradition of exploring the value 
of collaborative and pervasive computing tools for 
meeting capture (Stefik et al 1987, Pedersen et al 1993) 
and salvage of multimedia meeting records (Moran et al 
1997). Unlike EMS tools, these tools support 
unstructured, sketched based interfaces, that are often 
pen-based and that try to simulate or improve on the 
capabilities of whiteboards found in most conference 
rooms. The motivation of such tools is to improve record 
keeping methods, without shifting the meeting focus or 
process. The Tivoli project  (Pederson et al 1993) allows 
users to manipulate handwritten text in structured ways 
using a large electronic whiteboard, Xerox LiveBoard, as 
mentioned in Elrod et al (1992). Tivoli creates notes of 
meetings with correlated time-stamped audio, allowing 
participants to access the audio from the notes after the 
meeting (Moran et al 1997). The group notes of the 
meeting are formed through drawings on the Xerox 
liveboard, and typed text notes from a laptop. Drawbacks 
of the Tivoli system are that the user interface is quite 
complicated and non-intuitive. Similar to Tivoli, the 
Classroom 2000 system (Abowd et al 1996 and 1998) 
records classroom audio, presentation slides, LiveBoard 
notes, and provides ways to browse through them after 
the class. Ink based meeting capture tools such as Tivoli 
and Classroom 2000 raise serious questions about 
handwriting legibility, and possible solutions for method 
improvement such as handwriting recognition. It is clear 
that speech-to-text offers a more natural and easily used 
interface than handwritten text. DOLPHIN is another 
well-known collaboration system that has pioneered some 
of the early development on meeting capture (Streitz et al 
1994). It allows computer support for different types of 
meetings: face-to-face meetings with the Xerox 
LiveBoard, and using computers connected via 
audio/video networks. The members of the group 
concurrently use their mouse and keyboard to interface 
with the software. DOPLHIN enables participants to 
create both informal and formal documents. The system 
is rather dated now, and there appears to be no further 
developments that are relevant to AuTM. 

Meeting rooms equipped with special equipment are 
expensive, so AuTM addresses the fundamental problems 
of other systems: cost and lack of ubiquity. The AuTM 
system can basically be used wherever a laptop and 
network connection exists, which in today’s environment 
poses minimal restrictions. There are a number of 
advantages in using COTS software. It is freely 

accessible to users, available at a cheaper cost when 
purchasing in larger volumes, and readily integrated with 
other COTS products. 

3.2 Multimedia Meeting Capture Systems 
Multimedia notes and records of meetings provide many 
benefits over traditional paper counterparts. A video 
recording of a meeting allows people to review a meeting 
that they have attended or to catch up on a meeting that 
they have missed (Chiu et al 1999). 

An example of a multimedia meeting capture system is 
LiteMinutes. The system assumes one person is taking the 
notes, and those notes are typed into an applet on a 
wireless laptop (Chiu et al 2001). After the meeting, the 
notes are parsed and a file with the slides and video 
correlated by the time to each note is emailed to all 
participants. Users can revise the notes in their email 
editors and send them back to the server, thus updating 
the notes displayed on a common web page. Notes, slides 
and video can also be accessed during a meeting for 
“instant replays”. 

Another multimedia meeting capture system is called 
NoteLook, which is a client server note taking system 
designed to run on tablet computers (Chiu et al 1999). 
Users can take ink notes, add thumbnail images, annotate 
video streams, place slides or images on the background 
of a page, and then view the note files created on a web 
page. An interesting feature is the ability to summarise 
notes, by taking snapshots regularly and capturing all 
slides viewed from all sources. 

3.3 Personal Note Taking Systems 
Since typing can interfere with the group meeting, 
research into informal, personal note-taking systems has 
been conducted by various organisations. The Freestyle 
system allows handwritten notes and annotated 
documents to be shared using electronic mail (Levine et 
al 1991). These documents can then be read and manually 
arranged on the desktop computer of the recipient.  

There has also been research in portable, handwritten 
note taking and audio recording systems, such as 
NotesPal (Davis et al 1999) Filochat (Whittaker et al 
1994) and Dynomite (Wilcox et al 1997). 

NotesPal is an inked based, collaborative note taking 
application that runs on Personal Digital Assistants 
(PDA’s). Meeting participants write notes in their 
handwriting on a PDA. These notes are shared with other 
participants by synchronising later with a shared notes 
repository. NotesPal shares many characteristics in 
common with other personal note taking tools such as 
Dynomite and Audio Notebook (Stifelman 1996), which 
both rely on inked-based notes without handwriting 
recognition. As mentioned earlier it is assumed that typed 
notes would be more legible than hand written ink-based 
notes. 

Filochat and Dynomite are both pen-based note-taking 
systems that run on tablet-based computers. These 
systems also record the audio track of a meeting and 
automatically create an index to the audio from the 



electronic ink. Thus, NotesPal, Filochat and Dynomite all 
provide tools for synchronising audio recordings with 
personal notes, in much the same way as AuTM does. 
However, all such personal note-taking tools outlined do 
not integrate speech-to-text for transcription of the notes. 

4 Other Commercial Activities 
Dictaphone Corporation (2002) has produced a number of 
products that are based on the principle of distributive 
speech recognition with multi-user input stations (Kuhnen 
et al 1999). In particular ExSpeech (See Figure 1.1) is a 
system that involves a central dictation system including 
a central server computer and a plurality of voice input 
stations connected to the server computer. Furthermore, 
speaker recognition capabilities are provided at each 
voice input station, and any authorised user may use the 
station. The product features networked computers 
having either handheld microphones or headsets 
interfaced thereto and constitute dictation stations. The e-
mail system of the computer network is used to transport 
voice files from the dictation stations to the transcription 
stations. In addition, the e-mail system may be used to 
forward dictation files into a central recorder, from which 
a transcription system can play back the dictation files. 

The idea of a number of distributed clients 
communicating to a central server is very similar to the 
AuTM prototype. It is unclear how the audio signals are 
converted over the network. Unlike the Dictaphone 

system outlined, AuTM does not incorporate document 
review work-stations (Kuhnen et al 1999) to carry out 
error correction duties. AuTM is considered to be far more 
portable in terms of error correction strategies and 
hardware components needed for operation. 

IBM Corporation is one such company that has invested 
heavily in the area of pervasive computing, and 
distributed speech recognition. The IBM Websphere 
Voice Server for Transcription (IBM, 2002) is a 
specialised speech recognition product that is aimed at 
software developers and services providers. According to 
IBM (2002) ‘the product provides transcription (or 
deferred recognition) functions that can be integrated into 
a workflow or document management application’. IBM 
(2002) also states that ‘multiple users can dictate audio 
text from various locations and devices such as 
microphones, handheld recorders and telephones’. The 
initial market segments that IBM have targeted focus on 
the transcription services for the medical and legal 
communities. The work being conducted by IBM has far 
more in common with Dictaphone Corporation products 
than AuTM. 
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Dictaphone and IBM make mention of their products 
being used in a ubiquitous manner similar to the AuTM 
system, however, their applications are not specifically 
designed for group meetings. Furthermore, AuTM 
provides the ability to annotate the record with 
functionality such as client/server messaging, and the 
creation of motion and action items. 

5 Conclusions 
There are a number of research projects and commercial 
products that share the same goals as AuTM. The four 
research projects (BBN, MIT, ICSI, ISL) are quite 
similar, but these have far more in common with each 
other than any of them have with AuTM. All of these use 
a single, in-house speaker–independent speech recogniser 
rather than AuTM’s use of multiple instances of COTS 
speaker-dependent speech recognisers. AuTM implements 
a continuous speech recogniser in a manner that increases 
capacity of the overall system by offering less specialised 
operational components. AuTM is intended to be mobile 
and not rely on specialist hardware, while each of the four 
projects (BBN, MIT, ISL and ICSI) appears to have been 
used in specially set-up meeting rooms. The four projects 
are older than AuTM, and some have extra, useful 
features such as automatic summarisation and purpose-
built meeting browsers. In practice it seems that all four 
relevant research projects try to coherently summarise a 
meeting and make it accessible afterwards, using a 
timeline to display relevant information, and marking 
important points of the meeting. AuTM together with the 
ISL, BBN, and ICSI projects share some characteristics 
with the MIT project, but what sets the MIT project apart 
is its use of selectively storing movie clips of meetings, 
rather than using speech-to-text to generate text 
transcripts.  

The work being carried out at Dictaphone Corporation 
and IBM uses similar technology to the AuTM prototype, 
though it does not focus on the meeting room type 
application. 

Most of the other systems outlined in this paper are 
proactive in capturing some form of media from a 
conference room or classroom, including audio, video, 
presented media and participant notes, and then 
automatically compiling a summary. A scan of the 
literature has concluded that the most unique features of 
AuTM software are: the live development of transcription 
capabilities created through a computer network, and the 
time stamping of utterances for each speaker to ensure an 
accurate record of who said what and when in a meeting 
transcript. 
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