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Abstract

In this paper a new method for the non-invasive adaptation of

user interfaces is presented. The main idea is not to implement

the user interface toolkit as an API, but instead as an object

file that redefines the functionality of the API of an already

existing toolkit in a generic way based on a so-called preloading

technique. Compared to common approaches, the presented

method allows us to evaluate prototypical user interfaces with a

large number of real-world applications with very little effort. If

the prototype proves useful, the new user interface is instantly

available for all applications based on the redefined toolkit,
which significantly simplifies the spreading of new interaction
techniques and ideas. We illustrate the procedure by means of

adapting the user interface of a 3D graphical application based
on a widely used toolkit for use on handheld computers.

Keywords: user interfaces, UI prototyping, UI retar-
geting, UI evaluation, menu navigation

1 Introduction

The commercial success of small mobile computers
like PDAs (personal digital assistants) or intelligent
mobile phones makes ubiquitous computing a real-
ity. The increasing availability of wireless communi-
cation environments in the form of WLAN, UMTS, or
BlueTooth networks will further increase the perva-
sive character of mobile computers. The most signifi-
cant difference between desktop computers and hand-
held computers is not computing power, but screen
size. It is often impractical to simply apply the stan-
dard user interface for desktop computers to a small
screen. Therefore, a lot of research has been con-
ducted on how efficient user interfaces can be de-
signed for mobile computers. Nevertheless, no real
standard has been established for mobile computers
that could be compared to the widespread use of
the WIMP (windows, icons, menus, point-and-click
devices) paradigm on desktop computers. In fact,
a kind of “blindness” of the academia with respect
to this problem is asserted (Kuutti 1999). On the
other hand, a trend is established towards specialized
user interfaces depending on the specific applications
(Want & Borriello 2000).

Therefore, the design of a new kind of user inter-
faces will remain an important task for the future of
mobile computing. We think that both device-specific
and application-specific interfaces will keep on being
developed. On the other hand, much work and finan-
cial resources are put into the development of existing
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software. Therefore, techniques to adapt the user in-
terfaces of existing programs to the requirements of
mobile computers are of high importance.

In this paper, we present a technique for substitut-
ing the user interface of already existing software in a
non-invasive way. This approach is based on so-called
preloading and allows changing the behavior of a pro-
gram by a mere replacement of functionality during
the loading and dynamic linking phase. We think
that this method has several important benefits.

First, prototypical implementations of user inter-
faces can be evaluated using any number of real-world
applications with constant implementation effort. It
is not necessary to use simple example applications
developed specifically for this purpose. Following
the presented approach, testing various alternatives
is simplified and many problems are found sooner.
The resulting insights speed up the evolution of the
user interface.

Second, only one version of an application is nec-
essary for both desktop computers and handhelds.
Neither recompiling nor relinking the application is
required. A device-dependent user interface is merely
based on changing the preloaded library.

Furthermore, it is a well-known problem that in-
novative ideas for interaction techniques and user
interfaces only gradually find their way into mass-
market products. This can be easily verified by ex-
amining some software products that are available in
nearly every household, e.g., word processors and web
browsers. Using the approach of this paper, this could
change significantly. If the prototype proves useful,
the new user interface is readily available for the ap-
plications based on the redefined toolkit. Hence, no
work is required to adapt every single application, so
the user interface designer may find his work used
and accepted by many users not before long. This
may even be true for commercial applications, since
our generic approach is applicable even if no source
code is available.

To take advantage of these benefits the API of a
widely used user interface toolkit needs to be rede-
fined. In this paper, we focus on a prototypical ex-
ample of a 3D graphics application.

The subsequent sections of this paper are orga-
nized as follows. Section 2 discusses previous and
related work. Section 3 describes the concept of
preloading and thus lays the foundation for under-
standing the generic approach of Section 4. In Sec-
tion 5, the new methodology is demonstrated by an
example application. Section 6 shows our experiences
with the evolution of the redesigned toolkit. In this
section, the benefits of the described approach be-
come apparent for a typical application. Section 7
discusses the general applicability of our technique
and Section 8 concludes the paper.



2 Previous Work

Design of effective user interfaces for mobile devices is
a very active area of research. CPU power, bandwidth
and screen real estate are big issues that complicate
developments in this area.

The problems specific to menus on such devices
are discussed in (Han & Kwahk 1994), where the fo-
cus lies on the efficiency reduction when menus are di-
rectly transposed from desktop applications to hand-
held devices. Other approaches point out methods
to restructure such menus in order to overcome spa-
tial restrictions: (Marsden & Jones 2001) propose a
graph-structured interface and (Marsden et al. 2000)
investigate how standard computer science algorithms
for efficient data access can also be used to design
efficient user interfaces. However, these structural
changes are not feasible in our case since we aim at a
structurally equivalent, fully automated transposition
of desktop menus onto mobile devices.

Additional references on how to implement user in-
terfaces suitable for portable devices can be found in
(Grundy et al. 2002), which describes the procedure
and outcome of making a groupware application avail-
able for web-interface-capable mobile devices. A valu-
able source to pinpoint the differences between desk-
top and mobile computers is (Eisenstein et al. 2001).
They also demonstrate how to develop interfaces suit-
able for the latter.

User interaction concepts, however, are usually
tested by implementing applications devoid of real
functionality. In these tests, the effects of new tech-
niques on the interaction rate and accuracy achieved
by several people are determined. In (McGuffin &
Balakrishnan 2002) research on the effects of expand-
ing (i.e. growing in size) icons on selection perfor-
mance is presented. The tests were performed with a
mock toolbar containing icons which do not represent
real commands and therefore are painted with easily
distinguishable patterns.

A similar approach with dummy interfaces can be
found in (Myers et al. 2002), where an experiment
was conducted to compare laser pointers to other in-
put devices, such as a standard mouse. This test only
made use of a window displaying two regions of vary-
ing size and distance to compare performance and
error rate. Also (Accot & Zhai 2002) present a user
study with a minimalist interface of few geometric
objects without the context of a window system.

These test cases are constructed from well-founded
research, but stop short of experiments with exist-
ing user interfaces which in our opinion can bring up
further, maybe application-specific, shortcomings of
experimental approaches.

A facility that is comparable to our approach, but
less powerful, can be found in Java in the form of
switchable Look & Feels (SUN 2002). These were in-
troduced as a means for redesigning all of the UI com-
ponents Java Swing provides as well as mimicking the
Look & Feel of the platform a certain Java program
runs on. The functionality and engine of customized
components remain untouched, however. The coun-
terpart specifically designed for mobile devices, Java
2 Micro Edition, does not contain comparable GUI
functionality and therefore is not of interest in this
context.

Like Java Swing, the Qt toolkit (Trolltech 2002)
also supports switching between the Look & Feels of
the supported platforms (plus custom ones). A ben-
efit of Qt/Embedded for mobile devices is the avail-
ability of the whole functionality.

Our approach for delivering applications to hand-
held devices is based on (Stegmaier et al. 2002) and is
similar to (Citrin et al. 1997), making use of a remote
server for CPU-intensive calculations and using the

mobile device only to display results and gather user
input.

3 Preloading Libraries

If we want to replace a user interface, we usually need
to change the source code of the application. How-
ever, we aim at a more generic approach which does
not require access to the sources of the target appli-
cation.

A toolkit’s functionality can be provided by means
of a static or a shared library. When provided as a
static library, the toolkit’s functionality is included
in the executable of the application. This approach,
therefore, has the advantage that the toolkit func-
tionality is available even when the application is run
on a host that is missing the toolkit. On the other
hand, any application that is linked statically against
a library will not benefit from library updates un-
less being relinked. In contrast, applications that are
linked dynamically at runtime will benefit from up-
dates automatically. Why is this? When linking dy-
namically, only references to libraries are placed in the
executable. The library code itself then is provided
at runtime by mapping the object file into the appli-
cation’s address space. Obviously, this approach is
beneficial not only when replacing libraries, but also
is much more memory efficient, since a single copy
of the library is sufficient in main memory as well as
secondary storage. For this reason, runtime linking
is the dominating approach to make the functionality
of a library available to an application.

As has been said, when using shared libraries,
function references are resolved at runtime. There-
fore, it is not astonishing that most systems that pro-
vide this mechanism also provide a second mecha-
nism for controlling the resolving process retrospec-
tively. This second mechanism is sometimes called
preloading. With preloading it is possible to redefine
library functions needed by an application in a sepa-
rate object file and to force the application—usually
by setting an environment variable to the object file’s
path—to use these functions instead of the original
ones. The original functionality is not lost during
this process, so the redefined functions do not have
to reimplement the complete set of features provided
by the original.

All this can be done without having to recompile
or even relink the application. Therefore, preloading
is the ideal choice for the intended automatic adap-
tation of user interfaces. In addition, the preloading
approach has the advantage that the adaptation will
still work, even when the toolkit is updated, and does
not require source code availability. Both the appli-
cation and the toolkit can be treated as black boxes.
These are important advantages compared to a solu-
tion that modifies the toolkit library directly.

A similar technique to the above UNIX-based ap-
proach for replacing library methods is available for
Windows. A description of this so-called DLL hooking
can be found in (Hunt & Brubacher 1999). Hence, the
following process can be used on Windows platforms
as well.

4 Generic User Interface Conversion

In this section, an overview of our generic conversion
of user interfaces is presented. To avoid an reim-
plementation of existing applications a method for
non-invasive conversion is used. The aforementioned
preloading technique allows altering important parts
of the existing toolkit methods and makes the new de-
sign available to every application based on the mod-
ified toolkit.



To build a new user interface design and behavior
based on an existing toolkit the programming inter-
faces must be the same. This means that the new
user interface is forced to get by with and return the
same kind of information as the original toolkit. The
following aspects have to be covered by the preload
library: analyzing the structure of the original user
interface; storing this structure; and replacing some
or all parts of the original user interface.

Typically, a toolkit provides functions to define
the structure and contents of the user interface, e.g.,
menus, dialogs, window elements, and callbacks for
mouse events. These functions have to be replaced by
the preload library. In this way, the modified toolkit
can be made aware of the contents of the interface.
Which functions are preloaded depends on the actual
implementation. Often only some parts of the user
interface are to be changed and accordingly only the
relevant functions have to be replaced. Other parts of
the original toolkit may just be reused because they
are not lost as a result of the preloading approach.

This analyzing step is tightly coupled with the sec-
ond step: storing the information for later usage. A
separate data structure has to be established to hold
the information for rebuilding the modified parts of
the user interface.

Finally, this data structure is used to replace parts
of the original user interface by modified versions.
Here, the toolkit functions that provide the actual
display and event handling may be preloaded. Once
again, only modified parts of the user interface could
be preloaded and other parts could the reused.

We would like to point out that preloading requires
neither the source code of the application nor the
toolkit libraries and that they have not to be altered
in any way. This makes preloading a very powerful
and generic tool. Moreover, the extent of the preload
library largely depends on the extent of the desired
modifications: developing a preload library can be
very easy if the user interface shall be changed only
in few parts; on the other hand, a complete redesign of
a complex user interface can be very time-consuming.

5 Application to OpenGL and GLUT

To illustrate the application of the above generic pro-
cedure to a real-world problem, an example is de-
scribed in detail in this section. This example helps to
understand the necessary implementation steps out-
lined above and can analogously be applied to convert
other user interfaces. The example shows the adap-
tation of a particle animation system (Monnier 1998)
from a desktop environment to a handheld computer
and is valid for all applications based on OpenGL and
GLUT. Figure 1 shows the final result running on an
Compaq iPAQ.

OpenGL (Neider et al. 1993) is—together with
DirectX—one of the two dominating programming in-
terfaces for graphics hardware and very widely used
by the visualization and computer graphics commu-
nity. OpenGL usually is provided in three libraries:
the core routines for drawing points, lines, setting
colors, etc., the utility routines (GLU) to simplify
common tasks that are complicated using the core
routines, and a window system independent toolkit
(GLUT). GLUT’s (Kilgard 1996) main functionality
is the creation of menus of arbitrary depth. It is quite
limited, but since it is available on all OpenGL in-
stallations, it has been used to implement the user
interface of countless applications.

By using recent developments in remote visualiza-
tion (Stegmaier et al. 2002), it is now possible to in-
teract with and display the output of OpenGL-based
visualization applications on handheld devices. In

Figure 1: Adapted UI running on an iPAQ

this way, even sophisticated 3D graphics applications
become feasible on mobile computers without requir-
ing any modification of the applications. Although
the performance issue is solved, the problem of an
efficient user interface remains. Since GLUT menus
are very space-inefficient (see Figure 2), interaction
with GLUT-based applications is quite inconvenient.
In this section, a redesign of the menus provided by
GLUT is described. We focus on two objectives: con-
stant space requirements for the display of the menu
and a reduction of the number of required user input
actions.

5.1 Structure of the Modified Menu

For our application we had to find a navigable menu
element suitable for pen-based mobile devices that is
not as space-consuming as GLUT context menus and
which does not require two or more mouse buttons.
Since we did not want to reimplement existing ap-
plications, we applied the method for the automatic
conversion of the existing menu interface from the
previous section to design a selection element suit-
able for PDAs. Existing menu handler methods can
be changed easily and the new design can be made
available to every application based on the modified
toolkit. This permits comprehensive user studies of
many menu variations on real applications. A final
evolution offspring can be seen in Figure 3. Com-
pared to the conventional menu of GLUT the alter-
native user interface consists of a transparent menu
consuming only a constant amount of space. It can be
resized and moved by dragging the widget’s corners.
The prototype is navigable via two approaches.

The first is to start menu navigation by pressing
inside the menu rectangle and holding the pen down.
By moving the pen or mouse up and down, the user
can scroll through the entries on this level. But in-
stead of using a planar navigation where the selection
stops at the last entry at this level, a cylindrical type
navigation similar to (Dachselt & Ebert 2001) is em-
ployed. This means when the user reaches the last
entry, but goes on moving down, the first entry will
be reached, and vice versa. This might be a bit con-



Figure 2: Original GLUT menu Figure 3: Example of alternative user interface

fusing at the beginning but once the user is aware of
this feature selection times are very likely to decrease.
A small marker on the right boundary indicates if the
current entry leads to submenus. The user can reach
a submenu by moving the pen (in pressed state) to
the right. The user can return to the upper level by
moving to the left.

The second navigation method is supplied by small
colored shortcut icons at the upper boundary of the
menu button. By pressing these shortcuts in the right
order a unique color code can be composed identify-
ing each menu entry. The color code of the current
entry is shown at the bottom boundary of the button,
which allows power users to learn and memorize it for
future navigation. The position of an icon in the bot-
tom row corresponds to the menu level. Pointing at
the according icon in the lower row allows the user
to reach higher hierarchy levels of the current menu
branch directly.

To obtain such an extensive rearrangement, the
user interface programmer needs to deconstruct the
original toolkit and expand the handling routines by
the new features. The following two subsections will
explain this procedure in more detail.

5.2 Programming GLUT Menus

GLUT supports ordinary cascading pop-up menus.
The functionality is basic but suitable both for con-
trolling our application as well as for understanding
the preloading approach.

glutCreateMenu initializes a new menu and reg-
isters a callback function. Callbacks are a com-
mon programming technique, especially in GLUT.
Other APIs use mechanisms like signals and slots
(Trolltech 2002). In a way, these are comparable
approaches and, therefore, implementation is rather
similar. glutAddMenuEntry or glutAddSubMenu are
then used to add menu entries or further submenus to
the created menu structure. A unique identifier must
be provided which allows the callback function to dif-
ferentiate the menu items selected by the user and
to perform the desired reaction. By establishing the
described construct the programmer does not have to
take care about low level event handling, since this is
accomplished automatically by GLUT.

5.3 Redefining the Toolkit

The information about the structure of the origi-
nal toolkit has to be stored while the menu is con-
structed by preloading the appropriate functions. In
the case of GLUT these are the above mentioned

functions glutCreateMenu, glutAddMenuEntry, and
glutAddSubMenu. For our purpose we have to define
structures of our own and we have to reimplement the
GLUT menu organization in parts. Since our appli-
cation is displayed on a PDA where only one mouse
button—the pen—is available, the menu interactions
interfere with the interactions controlled by the left
mouse button. This demands preloading of all mouse
functions, i.e., the mouse button and mouse motion
callbacks of GLUT. Some mouse events have to be
intercepted depending on whether the mouse or pen
is pressed or released over or beside the menu widget.

The rendering routine of the menu widget is sim-
plest attached to glutSwapBuffers which is normally
called after all drawing actions describing the main
scene were performed. Transformation matrices and
attributes that are altered have to be saved before
and restored after the menu is drawn because graphic
libraries like OpenGL are implemented as a state ma-
chine.

If needed, initialization can be appended to the
glutInit call. The remaining task is the implemen-
tation of the new behavior and design which is alle-
viated by the fact that existing toolkit functionality
can be reused.

6 Benefits on Evolution

We started implementating our user interface with
a roughly sketched prototype carrying out the pro-
cedure described above. The user interface provides
fundamental menu navigation and allows the user to
move and resize the menu widget. This prototype
and some milestones of the subsequent evolution are
depicted in Figure 4.

The first improvements originated from the au-
thors’ ideas. These improvements included the use of
hue and saturation to clarify the current position in
the menu hierarchy. However, the remaining enhance-
ments resulted from accompanying user studies with
a wide variety of applications. It is this variety that
revealed much more design flaws than using the tra-
ditional approach that employs only a single—maybe
even artificial—application. The following examples
demonstrate this issue.

The prototype as it was presented to the users
during the first study did not provide any form of
feedback when selecting a menu entry. Taking the
above-mentioned particle animation system as an ex-
ample, it is obvious that changing the particles’ color
provides instant feedback. In this case, an additional
feedback mechanism for the menu is not required. On
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Figure 4: Evolution of our UI: a) initial prototype,
b) hue/saturation represent entry position/hierarchy
level, c) colored/gray framed button in released and
pressed state, d) flashing button or permanent border
confirm selection, e) bitmap fonts improve readabil-
ity, f) color coded shortcut items, g) hue/saturation
coding confuses, therefore removed, h) delimiting out-
lines improve clearness, i) resize/move widgets fitted,
small triangle denotes submenu

the other hand, switching between the various dif-
ferential equation solvers will not be apparent unless
explicitly acknowledged by the menu.

Another problem was discovered due to the fact
that the menu was evaluated using applications with
different initial window sizes. Originially, only vector
fonts were used to draw the entry labels. The reason
for this is that it is improbable that a single menu
size is ideally suited for all window sizes. Therefore,
setting the initial menu size to a constant percent-
age of the application window width became possible
without getting a presentation of unpleasant propor-
tions. However, one user selected an application with
extremely small window dimensions for evaluation,
which led to correct but—due to aliasing artefacts—
unreadable fonts. The solution is to use bitmap fonts
as soon as the menu height falls below a predefined
threshold.

Hence, the presented approach allows more exten-
sive evaluations of prototypical user interfaces while
still reducing development cycles significantly. This
is further promoted by the fact that every user can—
and will—use the kind of application he usually works
with for evaluation. Therefore, a broad range of ap-
plications is included in the study in a natural way.

7 Results and Limitations

The proposed method is not suitable for making sig-
nificant changes in the interaction style (e.g. an ap-
plication cannot be retrofit with a Multiple Docu-
ment Interface because the program lacks the inter-
nal handling structures). Its strengths lie in replac-
ing only parts and reusing the rest of the original GUI
toolkit library. In our example we need approximately
the same number of code lines as the original GLUT
menu section, which is about 1000 lines long. Despite
providing additional functionality, we get by with the
same amount of code by recycling function calls of the
preloaded API where possible. In particular, further
applications can benefit from the new functionality
without additional effort.

In order to adopt this technique the programmer
at least needs a basic knowledge of the GUI API and
the interfaces of the functions to be preloaded. Even
though it is possible to alter closed source GUI li-
braries (not to be confused with closed source appli-
cations), it might be extremely difficult since major
changes in a complex GUI require an understanding
of the internal API structure. Sophisticated GUI li-
braries may also increase the overhead for applying
preloading.

8 Conclusions

In this paper we have presented a way for non-invasive
adaptation of user interfaces. The proposed method
can be useful in different ways, be it for testing new in-
terface concepts on existing software, be it for adapt-
ing software for optimal remote use, or be it for up-
dating outdated interfaces.

Since the change of the user interface is completely
decoupled from the actual application and the toolkit
(black box approach), comprehensive user studies are
possible even on production software. Applications
can be retargeted on execution for specific devices,
e.g., making an application suitable for desktop and
handheld computers alike. Another application of the
proposed method could be the adaptation of old Win-
dows programs in such a way that all the obsolete
MFC calls are mapped to the current version of the
MFC, offering old applications, e.g. the benefits of the
updated file dialogs. The visual consistency of such
old applications with the rest of the desktop can also
be attained.

The approach described in this paper has only
been applied to a simple user interface, but can
equally be transferred to more complex toolkits. The
only requirement is to identify the methods invoked
for the construction of the interface in order to re-
place these with improved/adapted versions. The
presented technique works on common UNIX plat-
forms (preloading) as well as under Windows (DLL
hooking).
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