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Abstract

Data Quality is a cross-disciplinary and often do-
main specific problem due to the importance of fit-
ness for use in the definition of data quality metrics.
It has been the target of research and development
for over 4 decades by business analysts, solution ar-
chitects, database experts and statisticians to name a
few. However, the changing landscape of data quality
challenges indicate the need for holistic solutions. As
a first step towards bridging any gaps between the
various research communities, we undertook a com-
prehensive literature study of data quality research
published in the last two decades1. In this study we
considered a broad range of Information System (IS)
and Computer Science (CS) publication (conference
and journal) outlets. The main aims of the study
were to understand the current landscape of data
quality research, to create better awareness of (lack
of) synergies between various research communities,
and, subsequently, to direct attention towards holis-
tic solutions. In this paper, we present a summary
of the findings from the study, that include a tax-
onomy of data quality problems, identification of the
top themes, outlets and main trends in data quality
research, as well as a detailed thematic analysis that
outlines the overlaps and distinctions between the fo-
cus of IS and CS publications.

Keywords: Data Quality, Literature Survey, Re-
search Framework

1 Introduction

The issue of data quality is as old as data itself. The
impact of poor data quality on decision making, or-
ganizational trust and customer satisfaction is well
known. However, the changing nature and increas-
ing volume of data has exacerbated the problem to
a strategic level and, thus, increased manifold the
stakes involved. Data quality management is com-
plicated by several emerging factors. First, there are
clear implications that relate to the sheer volume of
data produced by organisations today. Second, re-
cent years have seen an increase in the diversity of
data. Such diversity refers to structured, unstruc-
tured, semi-structured data, and multi-media data
such as video, maps, images, etc. Data also has an
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increasing number of sources. The use of various tech-
nologies, for example, sensor devices, medical instru-
mentation, RFID readers, etc, further increases the
amount and diversity of data being collected. More
subtle factors also exist - such as the lack of clear
alignment between the intention of data creation and
its subsequent usage. A prime example of such lack of
alignment is the vast amount of data collected from
social networks that can then be used, without as-
sessment of quality, as a basis for marketing decisions.
Accordingly, a related factor exists that relates to dif-
ficulties in defining appropriate data quality metrics.

As these changes occur, traditional approaches
and solutions to data management in general, and
data quality control specifically, are challenged.
There is an evident need to incorporate data qual-
ity considerations into the whole data cycle encom-
passing managerial/governance as well as technical
aspects. Currently it can be observed that contribu-
tions from research and industry into data quality has
been from three distinct contributing communities:

• Business Analysts, who focus on organiza-
tional solutions. That is, the development of
data quality objectives for the organization, as
well as the development of strategies to establish
roles, processes, policies, and standards required
to manage and ensure the data quality objectives
are met.

• Solution Architects, who work on architectural
solutions. That is, the technology landscape re-
quired to deploy developed data quality manage-
ment processes, standards and policies.

• Database Experts and statisticians, who
contribute to computational solutions. That is,
effective and efficient IT tools, and computa-
tional techniques, required to meet data quality
objectives. Techniques in this regard can include
record linkage, lineage and provenance, data un-
certainty, semantic integrity constraints, as well
as information trust and credibility.

For the research community to adequately re-
spond to the changing landscape of data quality chal-
lenges, a unified framework for data quality research
is needed. Such a framework should acknowledge the
central role of data quality in future systems devel-
opment initiatives and motivate the exploitation of
synergies across diverse research communities.

It is unclear if synergies across the three contribut-
ing communities have been fully exploited. We argue
that a unified framework for data quality manage-
ment should bring together organizational, architec-
tural and computational approaches proposed from
the three communities respectively. As a first step
towards bridging any gaps between the various re-
search communities, we undertook a comprehensive



literature study of data quality research published in
the last two decades. In this study we considered a
broad range of Information System (IS) and Com-
puter Science (CS) publication (conference and jour-
nal) outlets so as to ensure adequate coverage of orga-
nizational, architectural and computational contribu-
tions. The main aims of the study were to understand
the current landscape of data quality research, to cre-
ate better awareness of (lack of) synergies between
various research communities, and, subsequently, to
direct attention towards holistic solutions that span
across the organizational, architectural and computa-
tional aspects (thus requiring collaboration from the
relevant research communities).

In this paper, we present a summary of the find-
ings from the study. In the following section we first
discuss some related studies. We then present the
methodology employed for the study, followed by a
discussion of the key results. We also provide a tax-
onomy of data quality problems that emerged from
the analysis of current research, and identify the top
themes, outlets and main trends in data quality re-
search.

2 Related Studies

This is not the first study outlining the contribu-
tions on data and information quality research. A
number of significant works have addressed this issue
in the past. Owing to the cross-disciplinary needs
of this area, identifying the central themes and top-
ics and correspondingly the associated methodolo-
gies has been a challenge. Recent work by [Madnick
et al., 2009] has presented a framework that charac-
terizes data quality research along the two dimensions
of topics and methods thereby providing a means
to classify various research works. Previous works
have also assisted by developing frameworks through
which data quality research could be characterized,
including a predecessor framework by the above group
[Wang et al., 1995] that analogized data quality pro-
cesses with product manufacturing processes. Some
key research aspects such as data quality standardiza-
tion, metrics/measurements and policy management
emerged from these earlier works.

Other more recent studies have also provided valu-
able means of classification for data quality research.
[Ge and Helfert, 1996] have structured their review of
the literature as IQ Assessment, IQ Management and
Contextual IQ. [Lima et al., 2006] classify the liter-
ature between theoretical (conceptual, applied, illus-
trative) and practical (qualitative, experimental, sur-
vey, simulation) aspects. Further [Neely and Cook,
2008] present their classification as a cross-tabulation
of Wang’s framework [Wang et al., 1995] and Juran’s
original fitness for use factors [Juran, 1962]. The
above studies provide various angles through which
the body of knowledge can be classified and thus pro-
vide an essential means of understanding the core
topics of data quality. However, understanding the
intellectual corpus of a discipline requires not only
an understanding of its core, but also its boundaries
[Benbasat and Zmud, 2003]. As the realm of data
quality has grown, so has the scope of its reference
disciplines. With these factors in mind, we focused
our study on understanding the interconnections and
synergies across the various communities that con-
tribute to data quality, rather than an identification
of its central themes. We argue that addressing the
current challenges in data quality warrants such an
understanding so synergies would be better exploited
and holistic solutions may be developed.

Towards this end, we have identified a corpus of
publication outlets that span across the Information

Systems (IS) and Computer Science (CS) disciplines.
In the next section we present details of our selec-
tion and the methodology employed to conduct the
analysis.

3 Methodology

Our study broadly follows a conceptual analysis ap-
proach [Smith and Humphreys, 2006], in which ma-
terial is examined for the presence, and frequency of
concepts. These concepts can be words or phrases and
may be implied or explicit. To ensure broad coverage
of data quality research, we select well regarded In-
formation Systems and Computer Science academic
publication outlets. The selection is based on jour-
nal and conference rankings (See www.aisnet.org and
www.core.edu.au) that are now common in many dis-
ciplines [Fisher et al., 2008] as well as our perception
of these outlets. We acknowledge that this is an area
of much debate and may vary between researchers.
However, we have attempted to minimize any bear-
ing on the outcome through the selection by an ex-
panded scope and as far as possible identifying a well
balanced set of publications for the analysis. We fur-
ther broaden our perspective through the considera-
tion of both conference and journal publications, to
provide a different perspective to the relatively com-
mon journal-only literature and citation studies [Chen
et al., 2007].

Table 1 details the list of considered Information
Systems and Computer Science publication outlets,
and the respective volume of papers, that has been
considered in this study. In particular, we have fo-
cused on almost the last two decades of conference
and journal publications (1990-2009) 2 . Collections
vary depending on the span of the conference/journal,
and was sometimes prohibited by the unavailability of
high quality digital copies.

Our data set consists of 31,701 articles. Given the
large volume of papers considered, we set out to de-
velop a consistent and reproducible full text search
strategy prior to commencing analysis. As a first step
and where required, each article was inspected and
prepared for a full text search (OCR). The articles
were organised in a structured folder system based on
the discipline area, then the publication type (confer-
ence or journal), then the relevant outlet, followed by
folders for each year of publication within that struc-
ture. The entire folder system was then subjected
to the creation of a full-text index. The created in-
dex was then used to identify contributions relevant
to data quality research. This step was performed
through a series of searches using the high level key-
words of “data quality”, “quality of data”, “informa-
tion quality”, and “quality of information” as the first
seed for the analysis. An article was selected as po-
tentially relevant to our study if the keyword(s) oc-
curred 3 times or more within the body of the text.
This process resulted in four (one per each keyword)
large, overlapping, sets of articles, which were then
cleaned by removing duplicates to arrive at a total of
961 unique documents. Once this set of unique arti-
cles was obtained, we started the process of elimina-
tion of irrelevant papers. The removal of such papers
was necessary for the following reasons:

1. The theme of the article was irrelevant to data
quality research; or

2. The keywords only appeared in the bibliographic
references of the article, authors bio, or footnote;
or

2This span varies for publications that were incepted after 1990
and in such cases included all of the publications since inception.



Table 1: Considered Publication Outlets*
Includes Total

CS Conferences BPM, CAiSE (Workshops), CIKM, DASFAA, ECOOP, EDBT,
PODS, SIGIR, SIGMOD, VLDB, WIDM, WISE

7535

IS Conferences ACIS, AMCIS, CAiSE, ECIS, ER, HICSS, ICIQ, ICIS, IFIP,
IRMA, IS Foundations, PACIS

13256

CS Journals TODS, TOIS, CACM, DKE, DSS, ISJ (Elsevier), JDM, TKDE,
VLDB Journal

8417

IS Journals BPM, CAIS, EJIS, Information and Management, ISF, ISJ (Black-
well), ISJ (Sarasota), JAIS, JISR, MISQ, MISQ Executive

2493

* Appendix 1 has full names for the publication outlets

3. The keyword was a part of another phrase irrel-
evant to data quality e.g. “quality of data mod-
elling”, “quality of data transmission”, “quality
of data-flow diagram”, to name a few.

The application of the above criteria reduced the
relevant data set to 764. This narrowing indicates
that 2.4% of the above listed publication outlets be-
tween the years 1990-2009 were directly and explicitly
discussing concepts relevant to data or information
quality. However, it was evident that the data set
may also contain articles in which the chosen broad
keywords may not necessarily explicitly appear, but
the articles could still be implicitly related to the
area and contain valuable outcomes. For example,
papers within the database/computer science com-
munity that focus on record linkage may not contain
any of the aforementioned four keywords but are still
relevant to data quality research.

Accordingly, as a next step following the identifi-
cation of the reduced dataset of 764 relevant papers,
we identified a set of ‘second level’ keywords to fur-
ther review the literature. To obtain an objective and
relevant list, two researchers independently reviewed
a sample (5%) of the initial set of articles to obtain
further relevant concepts/keywords. The researchers
identified the high level main theme(s) of the papers
and associated these with terms and/or phrases that
are representative of the theme e.g. terms such as en-
tity resolution, record linkage, data profiling, prove-
nance and lineage etc. Through this resource inten-
sive activity, a large number of second level keywords
was identified. The results of the two independent re-
searchers were then compared, followed by a discus-
sion to resolve any keyword conflicts. The agreed set
of keywords was then later reduced as several did not
return search results that were meaningful for data
quality research.

A review of the second level keywords identified
that several had synonyms. For example, record link-
age had several related techniques such as approxi-
mate join, similarity join, fuzzy matching etc. Thus
our identification of the second level keywords re-
sulted in the development of a keyword taxonomy (see
Figure 1). Finally, the identified keywords were also
compared with a number of existing studies that have
contributed to developing concept maps [Lima et al.,
2006] and various taxonomies for data quality, see e.g
[Lima et al., 2006], [Ge and Helfert, 1996], [Madnick
et al., 2009]. A number of augmentations were made
to the list, including some further categories of the so-
called second (and sometimes further) level keywords
in order to ensure wider and more complete coverage.

It is important to point out that the purpose of
this exercise was not to produce a classification of
data quality research, but to be able to identify a
sufficiently wide number of topics, so that the subse-
quent searches would return relevant results and pro-
duce a comprehensive coverage of the data quality
research landscape. Accordingly, these new keywords
were then used to search the data set again. The

same strategy was used to prune the returned results
as for the general keywords. After this second phase
of analysis, a total of 1364 relevant publications were
identified. Where there was a large group of publi-
cations (>50 papers) within a given keyword, an at-
tempt was made to find sub keywords if possible e.g
edit distance, q-gram etc. for approximate matching.

Finally the bibliographic data of the selected pa-
pers (as found from the general keywords as well
as the second level keywords) were recorded in a
database together with the keyword(s) through which
the paper was identified. Most publication were as-
signed more than one keyword. In general a pub-
lication with a lower level keyword (see Figure 1)
was also associated with the higher level keywords.
For example, a paper assigned the keyword edit dis-
tance will also have the keywords approximate match-
ing and linkage. Further, some keywords were jointly
assigned, e.g data quality metrics and data quality
assessment co-exist due to the clear overlap in the
topics. These steps were taken in order to ensure
an effective search of the papers later through the
database, especially as the intention was to make this
database publicly available. Access details of the on-
line database are presented at the end of this paper.

4 Summary of Results

In this section we present key results of the study.
We first present the taxonomy developed as a result
of keyword identification during the data analysis (as
discussed in previous section). The taxonomy con-
sists of a total of 59 keywords across three levels of
the hierarchy. The taxonomy is presented in Figure
1, and demonstrates the variability of themes in data
quality research ranging from highly technical prob-
lems such as similarity joins for data linkage to very
general such as data reliability.

In the sections below we present an analysis of
the data based on above taxonomy from two aspects,
namely analysis of document (publication) frequen-
cies with respect to keyword and outlet, and a the-
matic analysis.

4.1 Keywords and Outlet Analysis

The Keyword and outlet analysis has been conducted
using the bibliographic database that was constructed
as part of the study. Table 2 and Figure 2 present a
summary of the most widely published data quality
topics from a variety of aspects.

The top 3 topics of data quality assessment, di-
mensions and metrics depict a common set of papers
as the three keywords were jointly assigned due to
the high topical overlap and also to promote effective
search in the database. Similarly Constraints and
Data Consistency also represent a common set. Al-
though the number of papers is too large to discuss in-
dividually, we studied further a selection of the papers
in the first three sets, i.e. the combined Assessment,



Figure 1: Taxonomy of Keywords

Dimensions and Metrics set (617), set of papers for
Linkage (301) and for Content Quality (255). In or-
der to make a meaningful selection from each set we
utilized their citation count3 and picked the top 8-10
papers that were most highly cited within the set.

The first set, as expected is dominated by pa-
pers that focus on organizational aspects, particu-
larly on measurement of Information System Success
e.g [Delone and McLean, 2003], [Rai et al., 2002],
[Wixom and Watson, 2001]. Classical papers such
as [Wang et al., 1995], [Lee et al., 2002b], [Bal-
lou et al., 1998] also appear here. However, some
works from computational and architectural perspec-
tive also appear, predominantly on Data Integration
related issues such as [Lenzerini, 2002], [Spaccapi-
etra et al., 1992] The second set on Linkage primar-
ily consists of computationally focused papers and
span both Schema Matching [Do and Rahm, 2002]
as well as data matching [Hernández and Stolfo,
1995] techniques. It also includes papers on data
streams [Babcock et al., 2002], [Dobra et al., 2002], se-
mantics/ontologies [Rodŕıguez and Egenhofer, 2003],
dominance and preference modeling [Kossmann et al.,
2002],[Papadias et al., 2003], rule based [Pirahesh
et al., 1992] and probabilistic [Dalvi and Suciu, 2007]
approaches.

The third set on Content Quality contains papers
from all three aspects, i.e organizational (mostly from
IS outlets), architectural and computational. In addi-
tion publications specific to particular data types can
be found such as XML [Lee et al., 2002a], RFID [Jef-
fery et al., 2006], sensor data [Sharaf et al., 2004], spa-
tial data [Koudas and Sevcik, 1997], web data [Kat-
erattanakul and Siau, 1999], [Aladwani and Palvia,
2002], etc.

From the above, there is a clear indication that
DQ themes are spread between IS and CS outlets.
The overall distribution of papers between IS and CS
outlets is summarized in figure 2. In the section on

3The citation analysis has been conducted through google
scholar, using a web parser which opens a google scholar search
for a title (publication) and extracts the number of citations for
that title. All entries in the bibliographic database were searched
in google scholar and their citations extracted and included into
the database.

Figure 2: Keyword Frequency between IS and CS out-
lets.

thematic analysis, we will further elaborate on the
synergies (or lack of) between the two streams of con-
tributions.

In Table 3, we present top document frequencies
with respect to publication outlets. Table 3 provides
an alternative view for observing main themes of re-
search activity (as presented in Table 2) in the promi-
nent IS and CS outlets. Obviously the International
Conference on Information Quality (ICIQ) has the
highest number of publications that span across a
large number of keywords, with data quality assess-
ment, metrics, dimensions and management being the
dominant ones. For AMCIS, in addition to the above
keywords, information usefulness and content quality
can also be observed. Similarly, for VLDB as well
as DKE journal, linkage is the dominant keyword,
closely followed by data consistency and data uncer-
tainty.

Finally, in Figure 3, we present a summary of
the trends in the four publication outlets considered,
namely IS conferences and journals, and CS confer-
ences and journals. There is a clear upward trend
post late 1990s in number of publications and signs
of continued growth in publications from CS confer-
ences (which primarily consist of computational ap-
proaches). Note that the last 2 years of publications



Table 2: Top 10 Keywords with Document Frequencies
Keyword #Pubs TOP 3 Outlets TOP 3 Years
Data Quality Assessment 617 ICIQ AMCIS DKE 2005 2007 2006
Data Quality Dimensions 617 ICIQ AMCIS DKE 2005 2007 2006
Data Quality Metrics 617 ICIQ AMCIS DKE 2005 2007 2006
Linkage 301 VLDB SIGMOD DKE 2007 2005 2003
Content Quality 255 AMCIS VLDB ICIQ 2006 2003 2005
Information Usefulness 212 ICIQ AMCIS PACIS 2005 2003 2004
Web 199 AMCIS ICIQ VLDB 2003 2005 2006
Constraints 131 DKE VLDB SIGMOD 2006 2004 2005
Data Consistency 131 DKE VLDB SIGMOD 2006 2004 2005
Data Quality Management 120 ICIQ AMCIS ACIS 2004 2007 2005

Figure 3: Trends of Publications

have not been fully uploaded in the database and
hence the decreasing trend is not entirely accurate.
Other than that, the numbers do not indicate any
specific trends.

4.2 Thematic Analysis

Finally, we conducted a thematic analysis of the pa-
pers through a text-mining tool called Leximancer4.
Leximancer performs a full text analysis both sys-
tematically and graphically by creating a map of the
concepts and themes re-appearing in the text. The
tool uses a machine-learning technique based on the
Bayesian approach to prediction. The procedure used
is a self-ordering optimization technique (unlike neu-
ral networks). Once the optimal weighted set of ev-
idence words is found for each concept, it is used to
predict the concepts present in fragments of related
text. In other words, each concept has other concepts
that it attracts (or is highly associated with contex-
tually) as well as concepts that it repels (or is highly
disassociated with contextually). The relationships
are measured by the weighted sum of the number of
times two concepts are found in the same “chunk” of
text (typically 3 sentences long). An algorithm is used
to weight them and determine the confidence and rel-
evancy of the terms to others in a specific chunk and
across chunks. A concept map displays the themes
and concepts in a manner that links to related sub-
text and may subsequently be explored. Each of the
identified concepts is placed on the map in proxim-
ity of other concepts in the map through a derived
combination of the direct and indirect relationships
between those concepts (e.g. see Figure 4). In brief,
a concept map has the following main characteristics:

• Concepts are represented by labeled and color
coded dots. The labels are the abbreviated sin-
gle word descriptors for a collection of evidence
words that make up the concept (e.g. refer to
the “group” concept in Figure 4).

4https://www.leximancer.com/

• The size and the brightness of a concept dot on
the map is indicative of the concept’s strength
within the body of analyzed text (i.e. the
brighter, bigger the concept, the more often it
– through its evidence words - appears in the
text; e.g. refer to the “query” concept in Figure
4, relative to the “group” concept);

• The thickness and the brightness of connections
between concepts is indicative of the frequency of
co-occurrence of the two concepts. Two concepts
that occur together frequently (through their un-
derlying evidence words) will be connected by a
thicker and brighter link than two concepts that
co-occur less frequently.

• The relative distance of concepts on the map is
indicative of similar conceptual contexts (i.e. the
concepts co-occur more frequently with concepts
closer on the map, and less frequently with con-
cepts that are placed further away) – e.g. “re-
lational” and “query” are closely related relative
to a relationship between “query” and “proba-
bilistic”)

• Thematic clusters of concepts are indicated
through colored circles, called themes. Themes
are formed only around concepts that are highly
connected. Furthermore, the color used to rep-
resent the theme is indicative of the degree of
connectedness of the concepts within the theme,
with colors towards the red color spectrum end
representing more connected thematic clusters.
In other words, concepts in a red-colored theme
are more connected than concepts in a blue-
colored theme), thus signifying a strong theme,
e.g. it is clear in Figure 5 that the “information”
theme is the strongest theme in the data anal-
ysed, with no strong focus (nor existing major
theme respectively) on raw data.

To explore the synergies and differences between
data quality research in the Computer Science and In-
formation Systems disciplines we conducted a series of
Leximancer analyses separately for each of the top 10
keywords listed in Table 2. For each of the keywords,
data was analysed considering the Computer Science
publications in isolation, then considering the Infor-
mation Systems publications in isolation, followed by
a joint analysis of both data sets to gain a better
understanding of the relative distance and common
focus of the two disciplines within the same topical
area5. In each case, after one Leximancer pass, the
list of automatically generated concepts was edited to
remove concepts that do not add to the understand-
ing of the content of the paper (given the already
narrowed data set of papers) and would only clut-
ter and dominate the generated theme map. For ex-
ample, concepts such as “paper”, “study”, “follows”

5Due to lack of space, we omit these results here and present a
few exemplary analyses and related discussion.



Table 3: Top Document Frequencies with respect to Publication Outlet
Publication outlet #Pubs
International Conference on Information Quality (ICIQ) 241
Americas Conference on Information Systems (AMCIS) 152
International Conference on Very Large Databases (VLDB) 148
IEEE Transactions on Knowledge and Data Engineering (DKE) 120
ACM SIGMOD International Conference on Management of Data (SIGMOD) 116
ACM Transactions on Information Systems (TOIS) 51
Communication of the ACM (CACM) 49
Pacific Asia Conference on Information Systems (PACIS) 45
Hawaii International Conference on System Sciences (HICSS) 44
Symposium on Principles of Database Systems (PODS) 36
ACM Transactions on Database Systems (TODS) 35
International conference on Information systems (ICIS) 34
European Conference on Information Systems (ECIS) 33
Australasian conference on Information Systems (ACIS) 33
Journal of Information & Management (IM) 27
ACM Special Interest Group on Information Retrieval (SIGIR) 27
International Conference on Extending Database Technology (EDBT) 22
International Conference on Database Systems for Advanced Applications (DASFAA) 20
Journal of Management Information Systems (MIS) 19
International Workshop on Information Quality in Information Systems (IQIS) 18
Journal of Information Systems Research (ISR) 12
Management Information Systems Quarterly (MISQ) 12
International Conference on Advanced Information Systems Engineering (CAISE) 10

were removed in addition to the automatic removal of
stop words inbuilt into Leximancer (e.g. “a”, “the”,
“therefore”, etc) before running the analysis a sec-
ond time, to make sure that the analysis is not biased
by concepts and their underlying evidence words that
have little relevance to the topic at hand.

In Figures 4 and 5 we present a comparison of the
concept maps of the most frequently discussed topic
area – that of Data Quality Metrics – in the Com-
puter Science (CS) publications outlets and the Infor-
mation Systems (IS) publication outlets respectively.
The analysis clearly, but perhaps not surprisingly,
shows that CS publications have a strong focus on
data and the quality of the relational model, together
with queries, approaches for quality measurement, as
well as data constraints (see Figure 4). In the Infor-
mation Systems field, however, information has the
stronger focus of the research community, although
there is a strong relationship between the “informa-
tion” and “data” themes. The set of publications,
however, highlights that the IS researchers focus on
the outcome of contextualised data, i.e. information,
and the quality of information provided to the organi-
sation/users. Indeed, an interesting observation from
the two concept maps in Figures 4 and 5 is that the
IS community is focused on the use of information for
decision making and the business value of high levels
of quality of information extracted from Information
Systems. While “information” appears as a concept
in the CS publication set, it has a much stronger pres-
ence (i.e. one that ensures that it is in fact the central
theme of the publication set) in the IS publication set.

We conclude from the analysis of Figure 4 and
Figure 5 that there is a lack of synergy between the
data quality metrics related research in the two disci-
plines. While the CS publications have a strong focus
on technical solutions, there appears to be a lack of
strong motivation (a business need) that triggers this
research. On the other hand, the IS publications rel-
evant to data quality metrics show that the strongest
foci lie with information quality in general, the vari-
ous application areas (e.g. “health”) but don’t have
a strong focus on solutions or approaches to measur-
ing data quality (or information quality). We note
also that the IS publications have a tendency to be

Figure 4: Computer Science - Data Quality Metrics
related concepts and themes.

more focused on the user perspective and user/client
satisfaction than the CS publications.

Despite the clear results from the thematic analy-
ses of the two disciplines, as exemplified through the
analysis of the Data Quality Metrics topic, we note
a limitation in the isolated analysis of the two sets
of publications. In particular, as Leximancer is de-
signed to identify common themes and build a con-
text of a concept, two concepts with the same name
can have a slightly different meaning as they are cre-
ated out of a selected set of text. This limitation is
common to our approach where the publication sets
from different disciplines are analyzed in Leximancer
in isolation and the relationships between concepts in
these disparate data sets is thus not explored and not
taken into consideration during the concept learning
phase of the Leximancer algorithm. It is possible,
however, to supplement such analyses with a second



Figure 5: Information Systems - Data Quality Metrics
related concepts and themes.

Leximancer analysis performed on the two data sets
jointly. Leximancer, in particular, allows for such an
analysis by means of file concepts, which can be used
to explore the relationships of concepts within each
of the two datasets within a single combined anal-
ysis. To exemplify the outcome of such an analysis
within our study, we select the set of “Content Qual-
ity” related publications in the CS and IS publica-
tion outlets. We deliberately select a different topical
area, one that is more uniformly discussed across the
publication sets (refer to Figure 2).

Figure 6 shows the outcome of the analysis,
wherein the collective Information Systems dataset
related to the “Content Quality” topic is indicated
by a “FOLDER-136-IS” concept. Likewise, the Com-
puter Science dataset is represented by “FOLDER-
136-CS” concept.. Specifically, it shows the relation-
ships of concepts related to Content Quality across
all considered publication years and how the data
set relates to concepts that were identified to be the
strongest common concepts across the two data sets.
Our analysis indicates that, while there are concepts
that are common to both data sets, the strength of
the connection is weak. Indeed, the analysis uncovers
strong evidence that the Information Systems set of
papers is very strongly focused on information qual-
ity, issues relating to satisfaction (as was also the case
in the paper set relevant to Data Quality Metrics)
and business value in general, yet it is not as strongly
focused (as indicated by the relative distance of the
themes from each other and the relative closeness of
the themes to each of the two publication sets) on
approaches for ensuring content quality. While this
is not surprising in itself, given that Information Sys-
tems is a less technically oriented community of re-
searchers, we see a weakness in a situation where the
communities that should be collaborating together,
appear to lack a strong collaboration and common
focus6.

The analysis also indicates that themes and con-
cepts that are more commonly referred to in both sets
of publications are those that relate to attribute val-
ues, the context of data/information use, and perfor-

6Strength of collaboration is part of the future work for this
study and could include citation analysis and social network anal-
ysis to determine the degree of collaboration between the two dis-
ciplines.

Figure 6: Content Quality - Information Systems vs
Computer Science publication focus.

mance related issues.
Overall, based on the above analysis excerpt, we

see a need for a stronger connection of technical so-
lutions published by the Computer Science publica-
tion outlets and the application (and evaluation) of
those technical solutions in the Information Systems
discipline. After all, while the two publication sets
appear to have a focal difference on data vs infor-
mation quality, ‘good quality data’ is the necessary
foundation for ‘good quality information’. Organisa-
tions rely strongly on information to support their
operational and strategic decision making, thus any
quality problems related to information that resides
in organizational systems will have a negative impact
on the overall operations of the organization in the
long term. Therefore, we see the practice of develop-
ing data quality solutions in isolation from the real-
world application of those solutions, and the prac-
tice of developing solutions without a strong business
motivation for them, as counter-productive to reduc-
ing data quality problems in organizations. Accord-
ingly, we call for the two communities to increase their
awareness of the relevant leading research that is of-
ten published in publication outlets that are not on
the immediate radar of the research community. This
paper is the initial step to increase the connection and
highlight synergies and differences between the foci of
the two communities in data quality related research.

5 Concluding Summary

We have presented summary findings relating to the
main trends, themes and synergies across data qual-
ity research communities. The study is by no means
complete, and we hope as a first step in our future
work to extend the study to include citation and so-
cial network analysis so as to better understand the
relationships between the IS and CS research contri-
butions. The deeper analysis is expected to be com-
plemented by an industry study on data quality tools,
issues and challenges that will provide a comparison
platform against the research (solution) contributions
and help identify true gaps and an industry relevant
research agenda for this area.
The dataset used to present the analysis in this paper
has been recorded in a bibliographic database. The
database is publically available (excluding full text
of publications) from the Data Quality Management
Community Portal (dqm.cloud.itee.uq.edu.au). Ac-
cess to the databases is restricted to members of the



community portal, but membership is free. The bibli-
ographic database has advanced search functionality
i.e it can be searched on various fields within the bib-
liographic entry including the keywords as presented
in the taxonomy in Figure 1.
Additionally, it is our intention to utilize the portal
to establish an Australian wide community of practice
on data quality, which will be open to user communi-
ties, solution providers and vendors as well as research
and academia. Readers are welcome to join the com-
munity through its free membership registration at
dqm.cloud.itee.uq.edu.au.
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Appendix 1 - full names for the publication outlets
Publication Outlet Short Name
Computer Science Conferences
International Conference on Business Process Management BPM
Conference on Information and Knowledge Management CIKM
International Conference on Database Systems for Advanced Applications DASFAA
European Conference on Object-Oriented Programming ECOOP
International Conference on Extending Database Technology EDBT
International Conference on Data Engineering ICDE
Symposium on Principles of Database Systems PODS
ACM Special Interest Group on Information Retrieval SIGIR
ACM SIGMOD International Conference on Management of Data SIGMOD
International Conference on Very Large Databases VLDB
Web Information and Data Management WIDM
Web Information Systems Engineering WISE
Computer Science Journals
ACM Transactions on Database Systems TODS
ACM Transactions on Information Systems TOIS
ACM Communication Transaction ’ Communications of the ACM CACM
IEEE Transactions on Knowledge and Data Engineering DKE
Decision Support Systems DSS
Information Systems Journal (Elsevier) ISJ (Elsevier)
Journal of Database Management JDM
IEEE Transactions on Knowledge and Data Engineering TKDE
Journal of Very Large Databases VLDB Journal
ACM Journal of Data and Information Quality JDIQ
Information Systems Conferences
Australiasian conference on Information Systems ACIS
Americas Conference on Information Systems AMCIS
Conference on Advanced Information Systems Engineering CAiSE
European Conference on Information Systems ECIS
International Conference on Conceptual Modeling ER
Hawaii International Conference on System Sciences HICSS
International Conference on Information Quality ICIQ
international conference on Information systems ICIS
International Federation for Information Processing Working Groups IFIP
Information Resources Management Association International Conference IRMA
Information Systems Foundation IS Foundations
Pacific Asia Conference on Information Systems PACIS
Information Systems Journals
Business Process Management Journal BPMJ
Communications of the Association for Information Systems CAIS
European Journal of Information Systems EJIS
Journal of Information & Management IM
Information System Frontiers ISF
Information Systems Journal (Blackwell) ISJ (Blackwell)
Information Systems Journal (Sarasota) ISJ (Sarasota)
Journal of Association for Information Systems JAIS
Journal of Information Systems Research JISR
Management Information Systems Quarterly MISQ
Management Information Systems Quarterly Executive MISQ Executive


